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Overview 

● Tasks that generate audio waveforms from given conditions
○ MIDI: Instrument, pitch, velocity 
○ Text: Lyrics 
○ Semantic: genre, mood, artist
○ Audio waveforms 

● Types 
○ Single-shot sound synthesis: drum, piano
○ Expressive sound synthesis: singing voice/speech, bowed strings, brass
○ Holistic audio generation: mixed audio
○ Digital audio effect: audio-to-audio transform  



Overview 

● Predicting the output as a waveform or a spectrogram

● Waveforms is often handled as a 1D sequence
○ Autoregressive models  
○ Need of long-term sequence modeling

● Spectrogram is often handled as a 2D image
○ Easy to apply image generation models such as GAN
○ Converted to waveforms via phase reconstruction methods

● Sound quality or fidelity is an important issue
○ A small glitch is highly noticeable in audio
○ Focus on natural sound synthesis rather than creative music composition 



Deep Learning Models for Audio Generation

● Autoregressive models

● GAN

● VAE

● Flow-based models

● Diffusion models

● DDSP

Source: https://lilianweng.github.io/posts/2021-07-11-diffusion-models/

https://lilianweng.github.io/posts/2021-07-11-diffusion-models/


WaveNet

● CNN with causal prediction (no pooling)
○ Note that CNN is faster than RNN to train the model
○ But, it requires many layers to increase the receptive fieldCausal Convolution
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WaveNet: A Generative Model for Raw Audio, Aaron van den Oord et al., 2016



WaveNet

● Dilated Convolution 
○ Dilation increases the receptive field: learn long-term dependency better
○ A reminiscent of FFT  
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WaveNet Architecture

● Multi-class classification with the softmax output
○ Choose one of 256 possible sample values with “𝜇-law” 8-bit quantization

■ Better reconstruction quality than linear quantization
○ Gated activation units: better results than ReLU

where �1 < xt < 1 and µ = 255. This non-linear quantization produces a significantly better
reconstruction than a simple linear quantization scheme. Especially for speech, we found that the
reconstructed signal after quantization sounded very similar to the original.

2.3 GATED ACTIVATION UNITS

We use the same gated activation unit as used in the gated PixelCNN (van den Oord et al., 2016b):

z = tanh (Wf,k ⇤ x)� � (Wg,k ⇤ x) , (2)

where ⇤ denotes a convolution operator, � denotes an element-wise multiplication operator, �(·) is
a sigmoid function, k is the layer index, f and g denote filter and gate, respectively, and W is a
learnable convolution filter. In our initial experiments, we observed that this non-linearity worked
significantly better than the rectified linear activation function (Nair & Hinton, 2010) for modeling
audio signals.

2.4 RESIDUAL AND SKIP CONNECTIONS
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Figure 4: Overview of the residual block and the entire architecture.

Both residual (He et al., 2015) and parameterised skip connections are used throughout the network,
to speed up convergence and enable training of much deeper models. In Fig. 4 we show a residual
block of our model, which is stacked many times in the network.

2.5 CONDITIONAL WAVENETS

Given an additional input h, WaveNets can model the conditional distribution p (x | h) of the audio
given this input. Eq. (1) now becomes

p (x | h) =
TY

t=1

p (xt | x1, . . . , xt�1,h) . (3)

By conditioning the model on other input variables, we can guide WaveNet’s generation to produce
audio with the required characteristics. For example, in a multi-speaker setting we can choose the
speaker by feeding the speaker identity to the model as an extra input. Similarly, for TTS we need
to feed information about the text as an extra input.

We condition the model on other inputs in two different ways: global conditioning and local condi-
tioning. Global conditioning is characterised by a single latent representation h that influences the
output distribution across all timesteps, e.g. a speaker embedding in a TTS model. The activation
function from Eq. (2) now becomes:

z = tanh
�
Wf,k ⇤ x+ V T

f,kh
�
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�
Wg,k ⇤ x+ V T

g,kh
�
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WaveNet: A Generative Model for Raw Audio, Aaron van den Oord et al., 2016

Image source: Sander Dieleman



Conditional WaveNet

● Adding condition 𝐡

○ Global condition: e.g., speaker (speaker-dependent generation)

○ Local condition: e.g. linguistic features (text-to-speech generation)
■ Upsample them to a frame-rate sequence using transposed convolution
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where V⇤,k is a learnable linear projection, and the vector V T
⇤,kh is broadcast over the time dimen-

sion.

For local conditioning we have a second timeseries ht, possibly with a lower sampling frequency
than the audio signal, e.g. linguistic features in a TTS model. We first transform this time series
using a transposed convolutional network (learned upsampling) that maps it to a new time series
y = f(h) with the same resolution as the audio signal, which is then used in the activation unit as
follows:

z = tanh (Wf,k ⇤ x+ Vf,k ⇤ y)� � (Wg,k ⇤ x+ Vg,k ⇤ y) ,

where Vf,k ⇤y is now a 1⇥1 convolution. As an alternative to the transposed convolutional network,
it is also possible to use Vf,k⇤h and repeat these values across time. We saw that this worked slightly
worse in our experiments.

2.6 CONTEXT STACKS

We have already mentioned several different ways to increase the receptive field size of a WaveNet:
increasing the number of dilation stages, using more layers, larger filters, greater dilation factors,
or a combination thereof. A complementary approach is to use a separate, smaller context stack
that processes a long part of the audio signal and locally conditions a larger WaveNet that processes
only a smaller part of the audio signal (cropped at the end). One can use multiple context stacks
with varying lengths and numbers of hidden units. Stacks with larger receptive fields have fewer
units per layer. Context stacks can also have pooling layers to run at a lower frequency. This keeps
the computational requirements at a reasonable level and is consistent with the intuition that less
capacity is required to model temporal correlations at longer timescales.

3 EXPERIMENTS

To measure WaveNet’s audio modelling performance, we evaluate it on three different tasks: multi-
speaker speech generation (not conditioned on text), TTS, and music audio modelling. We provide
samples drawn from WaveNet for these experiments on the accompanying webpage:
https://www.deepmind.com/blog/wavenet-generative-model-raw-audio/.

3.1 MULTI-SPEAKER SPEECH GENERATION

For the first experiment we looked at free-form speech generation (not conditioned on text). We
used the English multi-speaker corpus from CSTR voice cloning toolkit (VCTK) (Yamagishi, 2012)
and conditioned WaveNet only on the speaker. The conditioning was applied by feeding the speaker
ID to the model in the form of a one-hot vector. The dataset consisted of 44 hours of data from 109
different speakers.

Because the model is not conditioned on text, it generates non-existent but human language-like
words in a smooth way with realistic sounding intonations. This is similar to generative models
of language or images, where samples look realistic at first glance, but are clearly unnatural upon
closer inspection. The lack of long range coherence is partly due to the limited size of the model’s
receptive field (about 300 milliseconds), which means it can only remember the last 2–3 phonemes
it produced.

A single WaveNet was able to model speech from any of the speakers by conditioning it on a one-
hot encoding of a speaker. This confirms that it is powerful enough to capture the characteristics of
all 109 speakers from the dataset in a single model. We observed that adding speakers resulted in
better validation set performance compared to training solely on a single speaker. This suggests that
WaveNet’s internal representation was shared among multiple speakers.

Finally, we observed that the model also picked up on other characteristics in the audio apart from
the voice itself. For instance, it also mimicked the acoustics and recording quality, as well as the
breathing and mouth movements of the speakers.
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● Traditional pipeline

● WaveNet with local conditioning

WaveNet: Text-to-Speech
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Audio Generation Examples

● Speech synthesis and piano sound synthesis 
○ https://deepmind.com/blog/wavenet-generative-model-raw-audio/

https://deepmind.com/blog/wavenet-generative-model-raw-audio/


NSynth

● Neural audio synthesis using a WaveNet-style auto-encoder
○ Encoder: compress the timbre context into a latent vector 𝒛

■ Temporal embedding of 16 dimensions for every 512 samples
○ Decoder: conditioned by the latent vector 𝒛 + pitch embedding 

Neural Audio Synthesis of Musical Notes with WaveNet Autoencoders, Jesse Engel et al. 2017



NSynth

● Timbre change
○ Liner interpolation between two instruments on the latent vector
○ Latent vector modulation 

● Demos
○ https://magenta.tensorflow.org/nsynth
○ https://magenta.tensorflow.org/nsynth-instrument

https://magenta.tensorflow.org/nsynth
https://magenta.tensorflow.org/nsynth-instrument


Issues of Autoregressive models

● Generation speed is very slow
○ Predict a single sample at a time and sampling is sequential and slow

● Lack global latent structure
○ Use a time-distributed latent vector instead of a single latent vector



Variational Auto Encoder (VAE)

● Generate high-dimensional data (image or spectrogram) from random 
samples 
○ Fast generation using parallel computing
○ The latent vector can be used to control the global structure
○ However, the generated result is often blurry 

Encoder
Decoder/
Generator

L1 or L2 distance

random sample
𝑧~𝒩 (0, I)

Original data Original dataGenerated output 



Generative Adversarial Network (GAN) 

● Two-player game 
○ Discriminator network: distinguish the generated output from the real ones 
○ Generator network: fool the discriminator by generating the realistic output 

“1” or “0”

Generator

random sample
𝑧~𝒩 (0, I) DiscriminatorOriginal data

Generated output 

Generative Adversarial Networks, Ian J. Goodfellow et al., NIPS, 2014



Generative Adversarial Network (GAN) 

● Minimize the minimax loss

○ Equivalent to minimizing the Jensen-Shannon divergence between the data 
distribution and the implicit distribution of the generator 
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𝑉 𝐷, 𝐺 = 𝐸#~%!"#"(%) log𝐷 𝑥 + 𝐸&~%'(') log(1 − 𝐷 𝐺 𝑥 )



Training GAN

● Step #1: initialize the generator and discriminator networks

● Step #2: fix the generator network and generate the output

● Step #3: update the discriminator network as a binary classifier

“1” or “0”

Generatorrandom sample
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DiscriminatorOriginal data

Generated output 

Update

Back-propagation on this network



Training GAN

● Step #4: fix the discriminator network and update the generator network 
○ Fool the discriminator by increasing the output score 

● Step #5: repeat step #2, #3, and #4 until convergence 
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Issue in Training GAN

● The discriminator provides the generator with gradients as a guidance 
for improvement
○ Discrimination is easier than generation 
○ Discriminator tends to provide large gradients 
○ Result in unstable training of the generator

● There are alternatives of the original minimax loss
○ Wasserstein loss: critic instead of discriminator

○ Boundary Equilibrium GAN (BEGAN): fast and stable convergence 
○ Many more

This slide is based on ISMIR 2019 Tutorial “Generating Music with GANs”, Hao-Wen Dong and Yi-Hsuan Yang
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GAN vs VAE

● When a model does not have enough capacity to capture all the 
variability in the data, different compromises can be made
○ GAN has the mode-seeking nature: this causes the mode collapse or mode 

missing
○ VAE has the mode-covering nature: this causes the blurred output 

Image source: Sander Dieleman



WaveGAN

● Generate one second of raw waveforms using GAN
○ Compare the proposed model with the spectrogram-generating GANs
○ Use a modified DCGAN built with transposed convolution layers

■ Flatten 2D 5x5 filters into 1D 25 filters, increase the striding size: 2à 4
■ Wasserstein loss

Adversarial Audio Synthesis, Chris Donahue, Julian McAuley, Miller Puckette, ICLR, 2019



WaveGAN

● Evaluation
○ Inception score: use a pre-trained classifier and calculate the KL-divergence 

between the model score 𝑃(𝑦|𝑥)with the marginal 𝑃(𝑦) (higher is better)
■ Measure diversity and semantic discriminability

● Demos
○ https://chrisdonahue.com/wavegan_examples/
○ https://chrisdonahue.com/wavegan/

https://chrisdonahue.com/wavegan/
https://chrisdonahue.com/wavegan/


Issues in WaveGAN

● A limitation in generating locally-coherent waveforms
○ Upsampling convolution struggles with phase alignment for highly periodic 

signals
○ The filters in the upsampling conv layers should learn all phase variations 

within the frame 

GANSynth: Adversarial Neural Audio Synthesis, Jesse Engel, et al. ICLR, 2019



GANSynth

● Generate spectrogram and instantaneous frequency 
○ Use progressive GAN: generate from low resolution to high resolution

GANSynth: Adversarial Neural Audio Synthesis, Jesse Engel, et al. ICLR, 2019



GANSynth

● Instantaneous frequency has consistent lines reflecting the coherent 
periodicity of the underlying sound

GANSynth: Adversarial Neural Audio Synthesis, Jesse Engel, et al. ICLR, 2019



GANSynth

● Generation speed is significantly faster than real-time on a GPU and 
50000 times faster than a standard WaveNet

● Increasing the frequency resolution of STFT improved the performance 

● Demo:
○ https://magenta.tensorflow.org/gansynth

GANSynth: Adversarial Neural Audio Synthesis, Jesse Engel, et al. ICLR, 2019

https://magenta.tensorflow.org/gansynth


Traditional Analysis-Resynthesis

● Spectral modeling synthesis (SMS)
○ Encoder: decompose the sound into sinusoids and a residual (sine + noise) 

using STFT and pitch estimation
○ Decoder: synthesis the original source using sinusoidal oscillators and 

filtered noise 

Spectral Analysis Sine + Noise Synthesis 

Spectral modeling synthesis: A sound analysis/synthesis system based on a deterministic plus stochastic decomposition, Xavier Serra and Julius 
O. Smith, Computer Music Journal, 1990



DDSP: Differentiable Digital Signal Processing

● A hybrid model of neural network and spectral modeling synthesis
○ Pitch (F0): use a pretrained pitch estimation model for F0 estimation
○ Loudness: an average of A-weighted power spectrum
○ Timber (𝒛): a combination of MFCC, GRU and dense layer
○ Trainable but partially deterministic model

DDSP: Differentiable Digital Signal Processing, Jesse Engel, Lamtharn (Hanoi) Hantrakul, Chenjie Gu, Adam Roberts, ICLR, 2020



DDSP: Differentiable Digital Signal Processing

● Multi-scale spectrogram loss 
○ Use L1 difference with both linear and log scales:  
○ Summed for different window sizes:

■ 64, 128, 256, 512, 1024, 2048 samples 

● Demos
○ https://storage.googleapis.com/ddsp/index.html

● Tone transfer
○ https://sites.research.google/tonetransfer/about
○ https://www.aisongcontest.com/participants-2022/yaboi-hanoi

https://storage.googleapis.com/ddsp/index.html
https://sites.research.google/tonetransfer/about
https://www.aisongcontest.com/participants-2022/yaboi-hanoi


More to Read

● Sander Dieleman’s ISMIR Tutorial 2019
○ https://benanne.github.io/2020/03/24/audio-generation.html (blog)

https://benanne.github.io/2020/03/24/audio-generation.html

